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Abstract

Intelligent computing has various methods where a structure is set up and activated from outside. The separation of structure-building and activity into different modes of operation makes the more complex problems unreachable. This paper discusses a method of operation for intelligent computing where a structure is internally active, dynamically extensible by the user, and also modifiable by itself, with new elements of structure immediately participating in activity. Three themes are explored – a comparison between directed and undirected structure, the necessary requirements for a self-extensible structure and for free structure. Existential control and inheritance are shown to be computable within the structure and the need to model relations on relations for complex applications is discussed. 
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1. INTRODUCTION

In the early days of computing, mathematicians were intrigued by the notion of a machine that could manipulate its own coded instructions, seemingly opening up all sorts of possibilities, but that dream has long since faded. Now we write algorithms that operate on virtual structures – we separate the process from the structure. When a computer had 4k of memory, we had little choice. Hardware has run far ahead of our ability to make use of it, inviting extravagant and inefficient methods to be used, methods as extravagant and inefficient as those that humans use in their cognitive apparatus. We will be suggesting that early dream needs to be revivified – at least in the guise of structural self-extension.

When we attempted to copy human apparatus, we aimed far too low. With artificial neural networks (ANNs), we use an algorithm to average the weightings from input to output and a separate “backprop” algorithm to build structure backward to reduce the error from the first algorithm – the paradigm is segmented, the forward algorithm having no control over the backprop algorithm. In an ANN, we make no attempt to simulate the internal activity and dense back-connections characteristic of real neural nets or the totality of the paradigm – there is nothing except the afferent and efferent layers outside of the real neural net, everything must be within the net, controllable by it and “visible” or connectable to it. We separate and segment parts of the cognitive process without concern for the damage this does, because we don’t know how to combine them in a single formalism, or the combination would be beyond our ability to manage. So how can we manage an holistic cognitive process? Can we make it self-extensible, so it doesn’t write a program, but does change and extend itself to handle whatever it needs to?

2. Capturing Intelligence

Here are some problems we need to overcome if we wish to claim “intelligent computing”. Our description of them will be based on an active structure metaphor rather than a process:

Opacity

If an algorithm takes some input data and computes on it, no other part of the process can see the intermediate results and influence them or be influenced by them while the computation occurs – the computation is opaque. The problem is further compounded if the computation occurs in a procedure on the computer stack and we must unwind the stack to access the result, with many breaks in control as we do so. We can reduce this problem by making each quantum of computing activity “atomic” – that is, a base level operation like add, which is incapable of further decomposition (the system’s “add” will be very different to the machine’s add instruction). Making the activity atomic is not enough, we need to make sure that every other party that is interested is informed immediately of the result. We can do that with connections to a grounded object which contains the result of the atomic activity, and because we are not sure which way around the connections will be used, we can make them undirected (if we are making connections, we would naturally use wires, which are undirected, rather than the equivalent of a neuron). The “grounded object” – this means a lot of nodes in the structure, nodes that provide connectability during computation. The combination of atomicity, groundedness and undirectedness means that direction of flow can turn on a single atomic operation. This is a further weakness of an algorithm – if it has called a function, it already knows the form and direction of output – it cannot turn on itself, but must follow a preordained path. An algorithm starts out being easy to write because of the programmer’s ability to reach out and change whatever one wishes. It needs discipline, the iron discipline of enforcing change only through connection, to stop using the freedom to change whatever one wishes whenever one wishes which is implicit in an algorithmic approach. Undirected connections take away the programmer’s ability to control events, but provide freedom for the computation to control itself. We have mentioned connection here as though it is sufficient – we will later show that strict undirected connection is inappropriate in some circumstances.

Distance

We may need simultaneous access to several large, complex cognitive objects, which have been constructed at some distance from each other in the structure that supports all cognitive objects. We can’t arrange beforehand to make them adjacent, because this would require us to know they will be used together at some time in the future. When we need to know context, we can look at one, but in looking at one, we may need to know something of the other, so now we have to remember, which we typically do by establishing local variables within the algorithm and outside of the data structure, which is static. We can create connections among the objects, the connections creating local context, and forbid ourselves local variables. That is, we should be able to dynamically bind together objects that need to be viewed together.

Phasing

A simple problem, like adding a column of numbers, can have a simple phasing – add each number in turn. But as humans, we don’t do that – as we acquire each number, we may think – that is too big or too small, where did it come from – we are not thinking on just one level. If we are to have intelligent computing, there can be no simple preordained phasing. As problems become more complicated and more dynamic, we can’t assign an order a priori, it needs to be computed, based on what information has become available from our last quantum of atomic activity, and from any construction some other part of the structure may have placed on it. We have two modes of activity – broadcasting on the structure, and operations at nodes. We assume only one processor (or at most, a few), so we must arrange a queue. If an operator has received information on one connection, but is still waiting for information on another (it needed to gain control to compute this, we can’t make assumptions from outside the operator, except for the simplest cases), it is not ready and cedes its place in the queue. When the operator completes its operation, it may broadcast on one or many links, even on the link on which the information came in on – we can’t know the phasing until the operation is completed, because we don’t know the direction. The phasing is constantly being computed based on the current state of the structure, which is very inefficient if we are sure of the order. The method will, however, tolerate a dynamically varying structure, because the structure is the only arbiter of the phasing, whereas an algorithm would constantly find the “rug pulled from under it” if it attempted to operate on a structure that was changing its topology. 

Switching Control

If we look at an ANN, we see a system with two control states. There is the forward propagation state, where input produces an output, and the error correction or back propagation state, where new structure is introduced to remove errors found in the forward propagation state. The obvious difficulty with such a system is the requirement for something outside the system to switch between the two states – the control of the system does not lie within the system, but at least partially outside it. There is an obvious need for a system to be capable of detecting an error has been made, reasoning about the source of that error, deciding on the extent of the repair within its current operational environment, and proceeding with the repair or with its operational role, or attempting to do both. It might be argued that hypothesizing is a switching of control, but the decision to hypothesize can be taken within the system, and the system, if it is in its grounded state, is aware it is hypothesizing. 

Success against the Unforeseen

A bird may have mastery of the air, but we do not count it as intelligent. A bird’s whole design is built around flying. We reserve “intelligent” for a system capable of deploying its resources to handle a problem for which it was not specifically designed. It would help if the system could use its structure any way it needed to, like a bird using its wings to swim underwater, but that is still not enough – something intelligent should be capable of changing its cognitive structure to cope with a new situation. This brings the problem of opacity into sharper focus – a system cannot change its internal structure if that internal structure is hidden from it.

Broad Coverage

If we covet the title of Intelligent Computing, then the formalism must be broad, not like a dalek seeking world domination and being confounded by a doorstep. We obviously have to handle numbers, and logical states, and – lists and objects and groups of objects and inheritance and existential states (and any mixture of logical and existential states) and relations in general, and relations on relations, and activity and anything else we encounter. What is most characteristic of intelligence is the ability to compute around anything that gets in the way, so every part of the formalism needs to be potentially computable. If we use humans as an analog, then intelligent computing can excuse itself from hugely dense data flows without some directed prefiltering (70 megapixel pictures sound dense). We can’t allow clumsy integration, or really any seamed integration at all within the remit of intelligent computing – we need a general formalism that will stretch everywhere. It may not be as efficient as some other method that only works in a narrow area, but that is not the point. 

Self  Extension

We could decide that an algorithm is too limited – we should build a graph to represent the problem, and have something operate on the graph. This is taking a static approach – we are assuming that the “thing” is capable of reading the graph, no matter how convoluted or dynamic it becomes. Reading text is an example of self-extension – we start to read a piece of text, it tells us things we will need as we read more of the text. Only when we see that the thing building and reading the graph is the graph, when we close the circle, can we expect to break out of the limitations we have imposed on ourselves. And if the thing building the graph is the graph, then it is not really a graph – we will call it a structure of a particular type, an active structure.

Free Rein

We have talked about connections, but sometimes that is not a useful concept – we need a structure to be free to roam around another structure, assess the local conditions and add to it or maintain it wherever required (a cognitive octopus, which itself is made up of structure). An intelligent structure needs to be capable of repairing its structure, in the same way a bird preens its feathers so it can fly again.
So where are the application areas that would justify use of an active, dynamic method. We see them everywhere. If we include the object being detected, then detection systems, control systems, analysis, anywhere the cost of continuously computing what to do is outweighed by the difficulty of handling the application some other way. We describe one way of handling the areas we have listed.
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Figure 1 Structure representing A + B = C
3. A Structured Solution

We will define Active Structure2 as structure which is made up of nodes, operators, links and states. All dynamic information, including complex states, exists in the links. Nodes maintain conformity of state in all their links, operators use changing information in their links to change information in the same or other links, and links maintain information and propagate it. The structure is undirected, and change of state within the structure controls direction of flow and phasing of activity. That relatively simple formalism holds for arithmetic relations like A + B = C where the operators are the plus and the equals, and the nodes are the variables, A, B, C and the head of the spine (not explicit in equation, but the equation is written on a logical surface, which the spine represents). Figure 1 shows a diagrammatic representation of the structure. In the structure, the operators maintain consistency on their links according to their simple semantics (a PLUS operator may be fed its connections by a dynamic list, and with ranges in every one of a hundred links, any one of which can be an input or an output or both simultaneously, it can get rather complicated), and the variables maintain conformity. The structure shows the link between logic and numbers at the EQUALS operator, and the structure is propagating ranges of numbers in a direction determined by the logical state of the incoming information (the directions shown by the arrows in the diagram are dynamic, the structure itself represents knowledge about a relation and is undirected).

For the aspects we touched on earlier, how does the structure fare:

Opacity - Operators encapsulate atomic activity. We are using connections and operators to represent all the semantics of the relations represented in the structure, with nothing outside the structure – if you can see the structure you can see everything. The atomicity isn’t just to be able to see the result of an operation immediately, but also so operators at the atomic level are determining the direction of flow. The IF...THEN... jump of an algorithm is replaced by logical states flowing in connections, but that potentially leaves the return jump of a For loop. The For loop is replaced by an operator propagating and receiving logical states, so even the deceptively simple a = a + 1 of programming can be simulated in a (rather contrived) structure, as shown in Figure 2. The For may look like a microcircuit, but this is one whose operations can be hypothesized about within the system that contains it.
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Figure 2: FOR operator showing paths of logical states

Distance – The structure uses direct connection or instantiation and inheritance through connection to avoid the effects of distance between objects.

Phasing – Change begets activity, which may beget change. There is no external algorithm asserting phasing. We will occasionally encounter the situation, pattern matching for example, where an operator must wait on some other process, but has no direct connection to that other process to reawaken it. We can “throw” a connection to handle this, destroying the connection as soon as a state comes through it. Not only are we computing the phasing from the states flowing in the structure, we are changing the topology of the structure to cause the states to flow at the appropriate time.

Success against the Unforeseen – the structure can be used any way around that is appropriate to the immediate problem – any of the numeric variables can be calculated from the others for equation or inequation, and the logical state of the EQUALS operator can be computed from the numeric variables. The undirectedness of the structure allows it to be used for constraint reasoning. Ranges are constructed dynamically as messages, rather than relying on compiled space at nodes. The structure is capable of mild self-modification.

Broad Coverage - Simple active structure works well for numbers, lists, objects and logic, and structure as a logical object. The formalism is effective for planning and analysis, but is not adequate if we wish to handle the full spectrum of situation awareness say, particularly where the complex behavior of humans may be involved. 

Self Extension – the structure is capable of creating new connections. A simple example will show its basis. Take the statement A = SUM(List), where List is a list variable and a topology operator is inserted between EQUALS and PLUS. While List is unknown, the structure exists, but provides no value to A. Let’s say we discover that List is {X,Y,Z}. The members of the list are connected through the EQUALS to A, so the structure looks exactly like A = X + Y + Z (the structure form has a single PLUS, maximizing the inferences that can be made around it), and other operators which expect the normal form find it. The structure is undirected, so the structure can be used to  calculate any of the numeric variables, or used in Constraint Reasoning, or used to validate the statement. If the value of  List is lost, the new connections are destroyed, any value flowing in the structure as a result of those connections is killed and the structure reverts to its original form. The system can hypothesize about building structure as part of Constraint Reasoning, using pre-existing structure as construction templates.

Free Rein – model structures are mostly static, with a small percentage of the model requiring dynamic construction – there is no great need for one structure to crawl over another.

4. Extensions to the Simple Form

Extensions to the formalism have been developed to handle processing of scientific and legal free text, and have been described in detail elsewhere3. There is a considerable gulf between problems amenable to logical and numerical analysis, and problems to do with human intention. We will briefly mention each of the extensions and relate them to intelligent computing in the areas of information fusion and situation awareness. Most of the extensions are just a continuing generalization of the principles of dynamic construction and constraint reasoning. 

Structure Building Using Cloned Patterns

Grammatical structure is built using pattern structures which clone themselves – if a pattern matches its parameters against the structure, it builds a clone of itself, providing a new node in the structure and building it towards a complete sentence. The grammatical structure acts as a scaffolding to allow the building of relational structure in parallel, the presence of the relational structure contributing towards the building of the grammatical structure. English grammar is full of idiosyncrasies, so some patterns add new alternatives which are only relevant in particular situations, or insert symbols that are implied in the text, or cut out structures like parentheticals to simplify the grammar, or flip chains around – the pattern structures are active. Situation awareness can be viewed as awareness of the current state of the situation, which would seem to permit a static structure. If the situation is changing rapidly, then the structure needs to be altering its topology rapidly as well, otherwise the model of the situation no longer has the structure necessary to represent the situation. Over a longer timeframe, a complex DSS can be built directly from text, reducing the cycle for major change from months to hours..
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Figure 3: Diagram showing simultaneous building of pattern structure and relational structure

Existence

Objects and relations have existence, sometimes transient, sometimes infinite. Targets come into view, they disappear (but are assumed to continue to exist), they reappear or are destroyed. Computing the existence of objects is a vital part of a detection system. We may wish to hypothesize about the existence of some object, possibly to test the sensitivity of a detection system. In simple active structure, existential control can be asserted over a declarative statement, but in more complex applications there is a buzz of objects being created and destroyed, and still needing to be “talked about” after destruction – “the plane was destroyed, but how did it get through our first line of defense”. Presence or absence of the object in the structure is not a sufficient description of existence. Existence of some objects is contingent on logical states, and vice versa, so we need to cleanly capture the difference.
We have existence of an object or relation, then we have to decide whether it is true or false, then we may have values. Each of these properties is orthogonal and causal – we can’t decide whether something is true or false without having already decided on the possibility of its existence.
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Figure 4: Diagram showing orthogonal relation among existence, logical state, value

Figure 4 shows that, for a particular variable - If the variable exists, and if the logical state is such that the value of A is known, and if the value of A is greater than 6 then ....

It may seem strange to talk about whether the variable exists – it must already exist in the structure for it to be talked about. Its existence in the structure does not mean it has existence in the world the structure models. Its existence can be controlled and hypothesized about.

Equally, we can argue the other way along the orthogonal relation - For a variable to fit the model, it would need a value greater than 6, which is not possible, so no variable exists – we can reason a variable in the structure out of existence.
It becomes extremely tedious to say all this, so most of the time we don’t say it (or even think it, for algorithms or algebra), or we operate using a closed world assumption, where everything that is known already exists, and nothing that is unknown exists (not a useful assumption for a detection system). This assumption is very limiting – “The Fuller Street bridge has been destroyed by fire” refers to the going out of existence of something that did exist, or “That dark shadow on the left could be a person” allows us to hypothesize about the existence of an object. It may sound silly to talk about proving things in a high performance detection system, but each time the system hypothesizes (which is what an algorithm is doing when it attempts to classify), proving and disproving are in action. The diagram shows existential and logical states of the one object as orthogonal, but that doesn’t mean they can’t be freely combined at logical connectives, leading to confusion in our systems if we do not have the modeling ability to cleanly separate the different types of states.
While not made explicit, at one level sensor algorithms already handle these relations between existence, logic and value – seeing a pink swan may generate a classification error. But this simple example already shows the problem with an algorithm. The sensors have given us information which is inconsistent, making the system go from a high speed, virtually context-free, algorithmic feature detector to a slow speed cognitive analysis where we have to prove that the object is not a swan but a flamingo, or is a swan, but of a new subclass, or the sensor needs repairing. 
Temporal Stream

In the main, we have been describing a highly connected structure, but that can’t be what intelligence is, or we would get bogged down in so dense a structure that nothing moved. Diffuse operators are an example of where connections are deliberately not built. Event timing can depend on inheritance, on direct assertion, on constraints from the time attributes of other relations, and on current time. Building does occur, but only on demand, the states and values flowing in the rest of the structure while the diffuse operators are destroyed. The trigger for building is a time change on an attribute, the change finding a parent of that attribute with the semantics for a diffuse operator – the relation inherits behavior. 

Some objects and relations live forever, at least in the context of the system, so it would seem reasonable to inherit an infinite duration for them. Some relations are instantaneous, like create and destroy, their only purpose to provide event times for existence. We can still reason about an object after it has ceased to exist, or about an object that will not start to exist until next week. We can fit time into the inheritable or computable properties of objects. What we find is that time attributes can be inherited, they can be explicit, or they can be inferred by interaction with other relations, whose time attributes.... 

The building of diffuse operators is a response to massive parallelism in a real neural network, something that is not available in a system with one or a few processors. Putting procedures on a stack is not useful, as we can’t predict ahead of time what order of analysis will be required. If we build the diffuse operators as grounded structure, the order of building won’t matter, as each can see the others and be influenced by them – we can get the effect of parallelism, only buying it with extravagant activity. 
Relations as Objects

Computing grew out of locations on a tape, and operations on the contents of those locations, so it is not surprising that there was initially a strict dichotomy between objects and actions. Most things are simultaneously an object and a relation – a lease, he leased the house, a lecture, the professor lectured on philosophy, even a car – so it is not useful to treat objects and relations as conceptually different things. If we allow a relation to be an object, it can participate in an inheritance structure and it can be the subject or object of another relation. For situation awareness, there are so many compelling reasons why relations should be seen as objects, it is difficult to understand how the issue has been avoided for so long.
Computable Inheritance and Inheritance from Groups

Ontologies are excellent to represent a relational structure that endures for all time, but unfortunately DNA is not so obliging. We create a huge ontology of the animal kingdom, and along comes a cloned sheep, or a viable cross between a horse and a zebra, when the chromosome count is different, or a female fish turns into a male fish if the niche is vacant. We make up some simple immutable rules and watch them mutate in front of us. Humans have an internal representation, which must be heavily patched to be of use. It doesn’t matter too much, as it is accessed using activity, making the general and the particular at the same level of access. Static classification schemes do not work reliably over generations, and do not work at all against a resourceful adversary who has an insight into the crudity of the classification mechanism. Sometimes we don’t know exactly what something is, only the things it might be (“a part of the building”, “3% of all the drugs”), so we need to inherit alternatives, which will later be pruned. 

Other times, we know an object is a member of a group of diverse objects, but not which member. 

Ontologies are an example of our continuing effort to find a shortcut to intelligence, when there is none. The only sure path is cognitive activity. Inheritance becomes a computable task, perhaps for only a few percent of the problem, but necessary nevertheless.  
Relations on Relations

Relations on relations are so common in our speech and writing that it would feel like going back to before the Stone Age to do without them. “He signed the lease for the house”, “He skillfully maneuvered to gain advantage”, “The reading showed elevated blood pressure”. We chain relations together easily to any depth – “He thought he needed to attend lectures”. Situation awareness may not require the ultimate plasticity of free text, but it is certainly required to handle layered situations. Conceiving of relations as objects so they can participate in an inheritance structure and giving each individual relation existential and logical control allows them to become parameters of other relations, allowing simple layering. If humans are involved, with their intention and free will and an internal universe of thought, relations on relations are never far off. Any control system implies a relation on a relation. Only if we keep everything verging on the simplistic, we are sure the context will never change, or we involve humans at a very low level and make them do all the cognitive work, can we avoid relations on relations.
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Figure 5: An example of relations on relations - logical and existential connections not shown

Such a tangled skein of relations may seem a long way away from algorithmic analysis of a high resolution scene, but without some understanding of the potential relations among the objects in the scene, scene analysis is restricted to the superficial or reliance on a human. For a complex application, there may be hundreds of thousands of elements required in the active structure, many of which may change their state rarely. It means that all the application context is continuously sensed (while there is no change, there is no activity, so a large and densely connected structure is not necessarily wasteful).
Active Maps

If we can draw an analogy between a cognitive structure and the space station, sometimes it is necessary for a cognitive structure to crawl out on another, primary, structure, assess the damage and repair it, it being inconvenient to bring the primary structure back into dock. A cognitive structure capable of self-extension and reading a large document has a continuing need for this facility, when islands of knowledge form off the coast of the base structure, and must be assembled before their meaning becomes clear. We can see the need for an attendant on a loom when a thread breaks, an astronaut on the space station when a solar panel won’t deploy, a free structure implementing the meaning of a preposition.
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Figure 6: An astronaut - a free structure - working on a large structure in physical space. Free structures are also required to work in cognitive space, to build structures "in the air" before it is known how they are to be used

Active maps are used to attach to a structure, orient themselves, work out whether they are relevant to the situation they find, determine what new structure needs to be created, create it, then detach themselves. Sometimes, instead of creating structure, they merge objects, or replace them with other objects. This is near the limit of what a human can do – like an octopus, swimming to a site of problematic cognitive activity, assessing the situation, gathering up the loose ends, making connections, swimming away. It is likely that no-one has dared to conceive of an application requiring this level of abstraction, so there is no immediate need of it outside of structure building to represent text. Once the facility is known to be available, it will presumably fill a need. It is necessary for handling prepositions (“he cut the rope with a knife”, “he cut the rope with care”, “he cut the rope with seconds to spare” – fine discrimination needs to be exercised on the spot), it is also probably necessary for dynamic defense against a skilled adversary, with a rapidly degrading state of the defenses – anywhere that local assessment and local structure-building are required, and head office is too far away and too detached to provide the resources or give the right instructions.

A Package

Relations on relations requires several prerequisites – fine existential control and relations as objects, which requires computable inheritance. It also requires a density of connection that is prohibitive when not necessary – tens or hundreds of thousands of connections. These are not the ten billion hardwired connections on a memory chip – these are cognitive connections bought at high cost.

How does the extended structure fare against our criteria?

Self Extension – the initial structure now builds a structure much larger than itself, seamless with itself,  and the new structure is activated immediately upon connection (which it needs to be – the information, including definitions, in the earlier part of a sentence may be necessary to understand a later part of the same sentence). Figure 7 illustrates the concept.
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Figure 7: Self-extending machine - styled after the Jacquard loom

People looked at the Jacquard loom, saw a program weaving a pattern, and thought “We could make it write a program”. There are many reasons why that was not going to work – the machine is built from a variety of physical structures, its instructions are fixed and limited in scope, it has a sequence in its operations, it has loops in its code which are invisible within the loop, it has an attendant who patches up what the machine cannot do (the attendant is a “free structure”). If we looked at the machine differently, and saw that it was a program weaving a structure, and changed it to be a structure weaving a structure, and made the structure of a type that was self-extensible and allowed the new structure to become part of the structure weaving the structure, and made the machine out of the same structure, and gave it free structures to do what, in its connected state,  it could not, we would have a machine as shown in Figure 7. An undirected structure, when representing knowledge, has no beginning (more properly, no entry point) and no end, and can be accreted and extended without limit. Apart from an abstract argument about the superiority of undirected structure, there is a more pressing problem when reading text. As each word or phrase is identified, it just isn’t known how the relation will be used in the final structure representing the sentence – there is no choice but to build undirected structure, and wait to see how the whole assemblage turns out. Even when it is known that the relation figures in some part of an implication, the implication can be used forwards or backwards at some future time – we can’t know how to direct the relation until seconds later or twenty years in the future.

Free Rein – there are many situations during dynamic structure building where islands of knowledge need to be joined together, or turned around and fitted into place, or objects cut out and replaced with other objects, or a structure cut into pieces and rearranged. The structure that performs these actions needs to be free. This is not the same as a function with free variables returning a value, but is a free topological operator, like a spider crawling on its web (there is a connection between a spider and its web, but it is an implicit one). Active Maps provide this facility, whether handling the meaning of prepositions or stitching together subordinate and superordinate clauses into sentence structures. Constraint Reasoning is used to guide the map as it crawls over the structure.

5. Solving Methods

Something that wishes to be classed as “intelligent computing” needs to have some powerful solving methods available to it. Active Structure has the following methods:

Dynamic Flow Direction

The directions of information flow in the structure are determined dynamically from the states of the variables. If we are given an equation, we can’t be sure how we will use it in the future, so we should store it in a way that is not directed to purpose. We could think about rearranging it when the time came, but not all equations can be rearranged. If we store it the right way, we can use it as an equation or an inequation, or a test as well as an assertion. If we extend the undirectedness to propositional logic, we get modus tollens for free, and can determine the validity of a logical structure – we get every possible use. We extend it further to existential logic, to temporal logic, to relations on relations. As the number of connections increases, the value of undirectedness increases exponentially, to overwhelm any directed system, no matter how large.

Dynamic Structure Building

We can’t hope to have a knowledge structure so extensive that any problem it encounters falls within its ambit. Sometimes, a small topological change is all that is required to encompass a new concept, with no new structure being created. Other times, we must rely on assembling a structure to represent and resolve a new problem when we encounter it. The use of undirected structure makes assembly easy, and the components can carry active hooks to aid in their assembly. Sometimes we can assemble reasonably large component structures, sometimes we need to accrete with tiny pieces – atomic operators – to have a sufficiently malleable structure. Unconstrained growth would not be useful – we can constrain the area of growth, and use the growing structure to reason about and control its own growth, the new structure becoming active as soon as connections are made.

Hypothesizing

The structure can construct and propagate ranges, and hypothesize about values in those ranges. It can also hypothesize about building structure, build it, then construct states and values in that new structure, and propagate those. If it likes what it finds, it can merge it into the existing structure, or it can backtrack out of it and try something else by overlaying an image of the old state for those parts of the structure that changed (the “delta”). The hypothesizing is not being done up a stack, where nothing else can see, but on a grounded structure, where everything can be seen. The other problems with the stack approach, that it cannot be used to hypothesize about structure, it cannot merge back, and the sheer extent of hypothesizing by throwing every variable in a large model on the stack, are so restrictive as to lead one to wonder how it was ever assumed to meet the criteria for hypothesizing in an intelligent fashion.

Constraint Reasoning

Constraint reasoning (CR), as it is usually understood, is very fussy, in that the solution must lie within the posing of the problem. This is far too restrictive – all we have with that is a speedup mechanism for well-defined combinatorial problems, and one that is completely ineffective against that most combinatorial of problems – free text. If we can pose the problem so the answer lies within it, and we already know the permissible range on every variable, we have either done all the hard work already using some other technique, or we have done something useless. If we have a thousand sentences of text, and say the answer lies in some particular use of the words, well yes it does, but we knew that already. If we use constraint reasoning to constrain dynamic structure building, so we actively cast around for a solution that does not lie within the perceived problem space, we explore the real problem space, which allows us to pose the problem better, and we may find a solution that initially lies outside our expectations – we may have provided an intelligent solution. If we use CR on new structure, we won’t know the appropriate ranges on any new variables, so we have to handle ranges another way – we construct messages about ranges and propagate those – the ranges may come from a long way off, as there is no distinction between  structure for CR and structure for normal computation – why should there be?

Constraint Reasoning in its conventional form has other limitations. It requires that we hand out all the alternatives to begin with. This can be like handing out grenades to people in the street, rather than soldiers on active duty – someone is going to blow themselves up. We may be told that the problem has not been posed sufficiently well, but we are trying to make a system intelligent, not use a limited system intelligently. We have extended constraint reasoning so that new structure, alternatives and constraints can be added in the process of its reasoning.   

In Combination

Synergy comes from everything working together. If each of these solution techniques worked well on its own, the system might have mild capability, but much time would be wasted while it sought the right tool for the job at hand. All of these techniques can be freely intermingled, because there is a consistent underlying formalism – the nodes and links of active structure – just as there is a consistent underlying formalism –connections among neurons - in the human cognitive apparatus. The active structure derives from a logical root, from which everything is grown. There is no distinction in the structure between knowledge put in during development and knowledge added by self-extension.

We do not wish to claim too much – the PLUS operator was added by a developer, not deduced by the system from first principles, or learnt by repetition. The system can learn the behavior of stochastic operators by repetition, but when it is confronted by a large document which the system will take hours to read and for which the resulting knowledge structure must be precise, and where extracting the meaning of the next few words relies on having understood every word already read, learning by repetition is not useful. 
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Figure 8 A diagrammatic representation of a directed base supporting undirected structure which from a smaller base has much greater extent, the undirected structure supporting free structure, which is unbounded

Directed versus Undirected

The diagram shown in Figure 8 attempts to show the difference between a directed structure and an undirected structure built on it. An undirected structure using a directed structure as a base will have a smaller extent – it may take a hundred directed elements to synthesize a single undirected element.  Having done so, the undirected structure has vastly greater capability than the undirected structure on which it sits. This may be seen by considering a thousand directed statements, each having half or less of the information content of the undirected equivalent. Raising 0.5 to the power of one thousand and comparing it with unity gives (an exaggerated) idea of the difference in information capacity, but even a ratio of one thousand between the knowledge capacity of the two representations makes one of them extremely brittle in comparison with the other (we would argue the ratio is nearer the first method of calculation than the second). The argument that “We know how we will want to use them” is not useful in intelligent computing, when the problem is not yet seen, and is clearly inappropriate when attempting to assemble pieces of structure from text. An undirected structure can give rise to free structures – structures which can orient themselves on larger or disjoint structures and do not rely on a base. These free structures would seem to be essential for assembly and repair of a cognitive structure flying in cognitive space. 

What Isn’t There

Reading text and building a complete knowledge structure from it is a reasonably stern test. The text is of a type that introduces defined terms, so a local dictionary is created as the text is read. We have demonstrated the self-extension of a pre-existing knowledge structure. We haven’t demonstrated the ability to create new grammatical pattern structures from reading text, although the structures are of a form that could be readily synthesized. We have a dictionary to a dense knowledge structure, and already have the ability to create new word and relation structures from a more limited external source, such as entries in Wordnet4. It is a simple matter to create relation templates (“template” should be interpreted as any necessary structure, not fields in a form), and both generalize and particularize the relation parameters. In the structure, a word and the object it refers to are the same object, only being differentiated when we wish to reason about the object. This would present problems if the text being read sought to change the linguistic basis of the structure.

6. Conclusion
We are suggesting “intelligent computing” has more to do with structures than with algorithms, undirected structures that are capable of self-extension and reasoning about themselves. We propose the carrying of multiple states in a densely connected structure which propagates inheritance, existence, logical state, value or object, all closely integrated and all computable. We also propose that the structure be undirected. There seems to be no benefit, other than speed, in using directed structures, if the same structure can be undirected. The destruction of knowledge and the brittleness of the directed structure would seem to limit such structures to the equivalent of the reflex arc. The structure we describe is not just a representation, but an activatable structure, a working machine. The activity in the structure is traceable down to an atomic level of operation, allowing complex problems to be represented, analyzed and encapsulated without semantic damage. If we are to claim intelligent computing, we have to allow the computing to be intelligent, in that the system is not passive/static and that everything is at least potentially computable within the system. We can’t try to lump existence and logic together, we can’t erect artificial barriers between objects and relations, we can’t disallow anything that is inconvenient to some narrow formalism, we can’t separate reasoning into streams like case reasoning or constraint reasoning 5, we can’t classify everything into ontologies a priori and expect intelligence to result – we have to come up with a simple generalized self-extensible structure.

 Intelligent computing has skirted around relations on relations for a long time. They seem essential in the representation of natural language, and just as essential to model complex behavior of the human or human-directed targets in our detection or decision systems. 

The block to intelligent computing in the past has been seen as the extravagance of the required computing resources, but with gigahertz and gigabytes available the block is conceptual, as it always was. Part of that conceptual block is a predilection to directed structures.
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